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Accessing and exploiting Earth Observation data can be complex due to the diversity of data sources, fragmented services. The multitude of platforms, formats,

and protocols makes it difficult to search for, interpret, and effectively use this data—especially for non-expert users. This project combines traditional data

discovery methods with generative AI workflows to deliver a flexible and scalable architecture. This hybrid approach enables the seamless integration of future

intelligent tools while simplifying user interaction. The system automates user support, tailors the experience through AI-driven, need-based recommendations,
and provides real-time, interactive data visualizations accessible via natural language queries

Global Architecture Technologies involved

Technical Assistant Data Discovery

Ticketing Assistant Coding Assistant

Technical Stack and Hardware

Benchmarking Dataset Augmentation

Function calling

Tool ChoiceLLM As a judge

The benchmarking was done on 6 metrics that are

relevant in order to fine-tune the model’s hyper-

parameters (Faithfulness, Relevancy, Hallucination

(RAG), Correctness, Toxicity and Bias).

Named Entity Recognition (NER)

• Data viz

• RAG

• …

To measure the overall performances of the

assistant, an original dataset of 90 Query /

Expected Answer was created by ESA experts
and was augmented using RAG on the existing

ESA websites and resources.

• Uses up-to-date information

from Earth Online, to inform

users about all general
information on EO data.

• Created a benchmarking
dataset

• Run benchmark and fine-tune
Orchestrator



• Automate ticket creation for

technical support, and restrained

data access.

• Improve user efficiency in seeking

support.

• Centralize management of data
access and resource extraction.

• Enhance user satisfaction while

simplifying user engagement.

• Provision of consolidated and
requirement-based EO product

proposals based on user inquiries and

data requirements.

• Lowering the barrier for entry level
users with limited EO background to

query the EO Catalogue and navigate

through ESA products.

• Facilitation of the exploration of EO

products through interactive

visualizations.

• Uses

documentation

from MAAP API

to provide code

snippets

• Allow non

experts users to

generate code
snippets and

request or

visualized ESA

products.

• System modular, containerized architecture using Docker for deploying

independent components

• Backend built with FastAPI

• Interactive frontend developed with Streamlit

• MongoDB stores user conversations and preferences

• QDrant enables semantic search, embedding:

• Tool-specific collections

• Data from ESA websites

• Earth Observation metadata from the ESA MAAP STAC API

• SpaCy, enhanced with a fine-tuned model, performs NER

Hardware :
• vAPP : dedicated to hosting microservices  8 vCPUs – 32Go RAM

– 128 Go Storage

• vLLM_1 : hosts inference model (NousResearch/Hermes-3-Llama-

3.1-8B)  16 vCPUs – 236Go RAM – 128 Go Storage + 2 x NVIDIA

a100 Tensor Core GPUs 40 Go

• vLLM_2 : hosts embedding LLM (intfloat/e5-mistral-7b-instruct) (16

vCPUs – 236Go RAM – 128 Go Storage) + 2 x NVIDIA a100 Tensor

Core GPUs 40 Go
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