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Motivation 

Artificial Intelligence (AI) is transforming Earth System Science and Earth 

Observation (EO), driving innovation. To fully leverage AI in Earth Action, 

solutions must be explainable, physics-aware, and trustworthy, ensuring reliable 

outcomes for climate and environmental monitoring. Our motivation stems from 

the critical need for high-resolution (HR) satellite data within numerous scientific 

and commercial sectors. AI-driven Super-Resolution (SR) offers a solution by 

generating HR images from low-resolution (LR) inputs. However, HR training 

data is often scarce and expensive. We aim to develop SR algorithms for Land 

Surface Temperature (LST) products, that generalize across domains and quantify 

uncertainty. We explore domain shift using cycle loss from image generation and 

domain adaptation. Our guided SR approach incorporates physical relationships 

between bands and LST into the model.

Approach

Datasets 

The dataset consists of 1129 Landsat-8/-9 Collection-2 Level-2 images taken 

over the 15 highest populated European cities between 12/2013-11/2024. Each 

scene consists of 7 bands: red, green, blue, nir08, swir16, swir22 and lwir111. 

While all bands have a native resolution of 30m, lwir11’s (which corresponds to 

the target band of LST) native resolution is 100m. It is provided in 30m 

resolution by USGS using cubic convolution upsampling2. All bands are 

downsampled using cubic convolution to generate a synthetic dataset of 100m 

resolution. 

Model Training 

The model training pipeline is designed for robust and reproducible training of 

CycleGANs for image-to-image translation tasks3. The main steps are as follows: 

After data preparation, the images are loaded into the CycleGAN network, and 

the models are trained. We use a ResNetGenerator and PatchGAN Discriminator. 

The first model was trained on the 100m dataset. As an input, the six bands 

were used to generate the 100m LST image and then this image was cycled 

back to the original domain. 

After 200 training epochs, the model weights were used to generate a 30m LST 

product from six input bands at 30m resolution and cycled back again to the 

source domain.

Results and Discussion

Quantitative evaluation of the trained CycleGAN models were performed using 

Structural Similarity Index (SSIM). The first model trained with 100m resolution 

achieved an average SSIM for the forward pass of 0.64 (generation of thermal 

images) and for the backward pass of 0.83 (reconstruction of averaged input 

bands). This indicates a satisfactory realism and structural preservation in the 

cycled and predicted images. The generalized model, where 30m inputs were 

used, achieved an average SSIM for the forward pass of 0.28 (Note: the original 

thermal image is blurry as it is upsampled). The average SSIM for the backward 

pass is -0.88. 
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High SSIM indicates good structural similarity even if they are negative. The 

negative signs results from the differences in contrast. This can be addressed by 

adding more training epochs. Cycle consistency loss converged well throughout 

training, confirming the model’s ability to reconstruct input images after translation 

cycles. 

Visual inspection demonstrates that the predicted image captures key features of 

the target domain, while the cycled image closely resembles the input, indicating 

effective cycle consistency.

However, subtle differences between the input and cycled images suggest some 

information loss or transformation artifacts, which may be addressed with further 

model refinement. 

Conclusion

The presented CycleGAN models 

demonstrates robust performance for 

paired image-to-image translation, model 

generalization and guided Super-

Resolution. In future work are aiming to 

further improve translation quality and 

model generalization.

Figure 1: original: averaged 30m input bands, cycled: prediction cycled back to input domain, ground

truth: 30m LST ground truth, predicted: generated 30 LST image. 

SSIM forward: -0.69, SSIM backwards: -0.93.
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