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1. Introduction

Non-regular Earth Observation data format challenges and limitations

Data from instruments like ASCAT on Metop satellites are irregular and each observation has a
unique timestamp. Unlike regular optical/SAR raster data, ASCAT data does not easily fit into
standard multidimensional data cubes. Alternative data models are needed for efficient storage,
access, and processing.

Non-regular Earth Observation datasets are often overlooked in data modeling discussions. Most
software packages or cloud-based approaches favor well-structured raster formats. Time series
derived from non-gridded data introduce challenges in storage, indexing, and analysis due to their
irregular spatial and temporal sampling patterns - making them less readily supported by
standard geospatial processing tools.

Study focus

We examine representations of ragged arrays optimized for non-uniform time series using the
Zarr  data format. Ragged arrays manage variable-length features via padding or compact
variable-length encodings. We illustrate these concepts with a practical implementation using the
Metop ASCAT Surface Soil Moisture Climate Data Record dataset in time series format.

2. Methods

Representations of collections of

features in data variables

Features within a data collection may have
differing numbers of elements, such as time
series with varying observation counts. The CF
conventions  support this variability by
providing different storage representations:

• Ragged array formats that use only as much
space as each feature requires by stacking
elements along a shared sample dimension

• Multidimensional array formats that allocate
equal space for all features

This flexibility allows an optimized storage
usage. However, the choice of storage solution
should also consider data access patterns and
chunk sizes, which can significantly impact
performance and efficiency.
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Figure 1: Time series representations supported
by CF conventions (v1.12) .

Processing workflow

ASCAT soil moisture swath files (point data in netCDF format) are stacked and reformatted into
time series (index ragged array format in netCDF), using the stacking method implemented in the
ascat Python package . In our experiments, we converted these netCDF time series datasets to
the Zarr format, testing different time series representations.

ASCAT soil moisture data are provided on a Discrete Global Grid (DGG), specifically the Fibonacci
Grid, which samples the Earth’s surface at approximately 12.5 km. Unlike regular latitude-
longitude grids, which cluster points at the poles and are sparse at the equator, the Fibonacci
Grid arranges points along spiral patterns, achieving a much more homogeneous and uniform
global coverage.
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Figure 2: Processing flowchart.

3. Results

Contiguous ragged array in Zarr

• Zarr’s core abstraction is for regular, dense arrays, no built-in support for jagged arrays
• Experiments showed inefficient random access

• No alignment to chunk boundaries brings performance disadvantages
• Fetching a data block may span multiple chunks, especially for large entries

• Scalability and parallelism issues, compression inefficiency, and fragmented I/O
• Implement indexing manually (as separate datasets: data + index)

• Need to manage consistency between index and data arrays
• Lack of native tools for slicing and dicing ragged arrays

data = concatenated entries:   [j1, j2, k1, k2, k3, o1, ...]
index = start of each row:     [0, 2, 5, ...]
zarr_group.create_dataset('data', shape=(N,), dtype=data_dtype)
zarr_group.create_dataset('index', shape=(M+1,), dtype=index_dtype)

Accessing row i: data[index[i]:index[i+1]]

Incomplete ragged array in Zarr

• Accessing a random positions is straightforward and efficient
• Chunking and parallel I/O work well
• Storage is wasted on fill values, but if it follows a pattern Zarr’s compression can be effective
• Complexity in masking - remember to apply and interpret missing value

Accessing row i: data[index[i], :]

ZarrIM v1 - Constant grid points per cell

• Array size: 2,000 x 85,000 x 2,592 (grid points x observations x cells)
• Chunk size: 2,000 x 85,000 (Single cell becomes a chunk)
• The spatial representation stays in 5x5 degree cells
• This design creates non-existing grid points, containing only fill values

ZarrIM v2 - All grid points

• Array size: 3,300,000 x 85,000 (grid points x observations)
• Chunk size: 500 x 85,000
• More than 60% grid points are without data (only land points contain data)
• Grid points over water also lead to processing overhead without filtering

ZarrIM v3 - Grid points over land only

• Array size: 800,000 x 85,000 (grid points x observations)
• Chunk size: 500 x 85,000
• Not as many empty grid points
• No need to filter grid points before

Figure 3: Percent fill values for each grid point. Many grid points contain up to 85 % fill values.

4. Conclusion

Contiguous ragged array

Not suitable (yet?)

• Inefficient data access
• Better support in the future?
• netCDF implementation works better

Incomplete ragged array

Good but a lot of padding required (Figure 3)

• Very efficient data access
• Data compression works well
• ZarrIM v3 best compromise

Alternative approach

Use zarr.group to store data for each cell independently

• Solution pretty similar to current netCDF implementation
• Cell zarr files must be small enough to fit into memory

References & Acknowledgments

(1)
(2)
(3)

<https://zarr.readthedocs.io>.
Climate and Forecast Conventions version 1.12, 10.5281/zenodo.14275599.
<https://github.com/TUW-GEO/ascat>.

We gratefully acknowledge the support of the EUMETSAT Satellite Application Facility on
Support to Operational Hydrology and Water Management (H SAF)
https://hsaf.meteoam.it/

1 1 1

1

1

2

2

3

https://zarr.readthedocs.io/
https://zarr.readthedocs.io/
https://zarr.readthedocs.io/
https://github.com/TUW-GEO/ascat
https://github.com/TUW-GEO/ascat
https://github.com/TUW-GEO/ascat

