
The downscaling target is the monthly EWT that represents the vertically integrated terrestrial water storage anomalies, expressed in centimeters 
. GRACE data were used from November 2002 to December 2024. To align with the spatial scale of auxiliary datasets, the 

resolution EWT fields were upsampled via bicubic interpolation to a 15×30 grid covering Thessaly, Greece. A land-sea mask was de-
rived from ERA5 to exclude non-land areas. 
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5. Results 

Redictor Variables.  

Variable(s) Units Resolution Temporal Coverage Description 

SWVL1, SWVL2, SWVL3, SWVL4 m³/m³ (volumetric soil moisture) ~0.25° (~30 km) 05_2002 – 12_2024 
4-layer soil moisture with depths at ~7cm, ~28cm, ~100cm, 
~289cm 

mm/month 0.1° (~10 km) 01_1998 – 12_2024 Monthly total precipitation 

Water Mask (SAR flood extent) Binary (0 = land, 1 = water) 10 m (resampled to 15×30) 08_2020 – 10_2023 Water extent mask derived from backscatter and thresholding 

Surface Water Polygons Binary raster Vector → 15×30 grid 08_2023 – 02_2024 Rasterized open water vector features from SWOT shapefiles 

Net architecture consisted of an encoder–decoder 
structure with symmetric skip connections, enabling both 
global context capture and local detail preservation by compressing the input to capture context, expanding it back to full resolution to recon-
struct details and passing features from encoder to decoder at the same scale so that local information is not lost in compression. The encoder 

compresses the input tensor  through successive 3×3 convolutions (total 10 of convolutional layers), which are filters that look at a 
small 3x3 patch in the image and detects spatial features, and 2×2 max-pooling operations, increasing feature depth while reducing spatial di-
mensions, since it is keeping the strongest (maximum) signal in each 2×2 area. The bottleneck layer captures high-level spatial features. The de-
coder progressively upsamples 
using transposed convolu-
tions that increase the spatial 
resolution, followed by 3×3 
convolutions to reconstruct 
the image from the com-
pressed representation, with 
skip connections concate-
nating encoder feature maps 
at corresponding resolutions. 
The final layer applies a 1×1 
convolution to produce a sin-

channel output 

This reduces 
s multiple fea-

ture maps down to a single 

The Gravity Recovery and Climate Experiment (GRACE) and its successor GRACE Follow-On (GRACE-FO) have significantly advanced our ability to 
monitor terrestrial water storage changes by providing global estimates of Equivalent Water Thickness (EWT), datasets particularly valuable for as-

scale hydrological phenomena, including droughts and floods. However, the coarse spatial resolution of GRACE (~300 km) poses sub-
stantial limitations for regional-scale applications, especially in areas affected by localized extreme events. 

In this study, we experiment with a deep learning framework designed to downscale GRACE-derived EWT using higher-resolution Earth observation 
data. Our approach is applied to the region of Thessaly, Greece, which experienced catastrophic flooding in September 2023. The methodology lev-
erages Convolutional Neural Networks (CNNs), specifically Super-Resolution CNN (SRCNN) and U-Net architectures, trained to enhance spatial de-

source predictors. 

These predictors include surface soil moisture layers (SWVL1–4) from the ERA5 reanalysis, precipitation estimates from the Integrated Multi-
satellite Retrievals for GPM (IMERG), water extent masks from Sentinel-1 Synthetic Aperture Radar (SAR), and hydrologically relevant features de-
rived from SWOT altimetry data. All datasets are temporally and spatially harmonized, with masking applied to exclude non-land areas based on 

This framework aims to explore the feasibility and limitations of using machine learning for GRACE downscaling in a real-world flood scenario, offer-
ing insights into the spatial transferability of deep models, sensitivity to auxiliary input quality, and the integration of physically meaningful con-

All predictor datasets were temporally aligned on a monthly scale and spatially resampled to a common target resolution. ERA5 and IMERG were 
aggregated over each month. Sentinel-1 water masks were downscaled using bilinear interpolation with ERA5 land masking. SWOT shapefiles were 
rasterized per month using Thessaly’s geographic bounding box. 

Predictor Variables  

3. Model & Training 

We explored two CNN models: (1) a  Super-Resolution CNN (SRCNN) as our baseline shallow 3-layer model  and (2) a U-Net fully convolutional en-

decoder with skip connections. Both architectures (presented in Figure1 and Figure2 respectively) employed Rectified Linear Unit (ReLU) to 

each output value before it’s passed to the next layer (activation function, defined as  ). That way ReLU, during training, 

allows gradients to pass through for positive values (slope = 1) and learns to activate only relevant features introducing a non-linear operation and 

allowing the network to model complex, non-linear relationships in the data.  

We define the downscaling task as a supervised image-to-image regression problem, where the objective is to learn mapping the EWT ( ) 

resolution predictors – channels ( ),  using a CNN model parameterized by weights θ ( )where: 

H, W: spatial grid dimensions (here, 15×30), 

C: number of input channels (predictor variables), 

To minimize the discrepancy between predictions and true GRACE EWT we used a spatial land mask    with 1 for land pixels and 0 for 

sea (excluded from loss since we used Masked Mean Absolute Error (MAE)  to ensure that gradients are only com-

land pixels.). 

Each tensor X was constructed as: 

: ERA5 soil moisture (SWVL1–4, m³/m³) 

: IMERG precipitation (mm/month) 

: GRACE (bicubic-upsampled EWT, cm) 

1 or SWOT water extent mask 

The SRCNN received a 3D input tensor com-

4, IMERG precipitation and bicubic-

upsampled GRACE . The model architecture consisted of 

three sequential convolutional layers: a first layer with 64 

filters of size 9×9 captures broad spatial features; a second 

with 32 filters of size 5×5 refines the representation; and a 

final 5×5 convolution with a single filter produces the 

15×30×1 output. ReLU activations are used between layers, 

Figure 1: The SRCNN architecture 

Figure 2: The U-Net architecture 

We conducted a series of experiments using variants of the U-Net and SRCNN architectures to assess the impact of different input
tions on GRACE EWT downscaling performance. Each model was trained for up to 100 epochs with early stopping (patience = 10) a
ing rate scheduling to avoid overfitting. The figure below shows training and validation masked MAE loss over epochs, indicati
and generalization behavior. 

4. Experiments & Evaluation 

Figure 3: Training curves (training/validation loss vs. epochs) for all models 

Table 2: Model Variants.  

Model Name 

SRCNN 
3-layer super
input (GRACE

U-Net (Baseline) 
Standard encoder
same 6-

U-Net + Sentinel-1 
Includes SAR
input channel

U-Net + SWOT 
Uses rasterized river mask polygons from 
SWOT mission as channel 7

U-Net (ERA5-only) 
Uses only the four SWVL layers from 
ERA5 as input (no IMERG or GRACE

Table 1: Redictor Variables.  

model RMSE MAE Bias Corr 

SRCNN 0.0832 0.0564 -0.02 0.9984 

U-Net (Baseline) 0.4303 0.2179 -0.0211 0.9859 

U-Net + Sentinel-1 0.6409 0.3389 0.0144 0.9686 

U-Net + SWOT 2.1481 1.5390 0.6273 0.5363 

U-Net (ERA5-only) 0.2667 0.1428 -0.0226 0.9949 

The SRCNN model converged after 94 epochs, reaching a validation MAE of 0.174, but exhibited limited capacity to capture spati

The U-Net baseline model, trained with 6-channel inputs (GRACE↑, SWVL1–4, IMERG), achieved a lower validation MAE of 0.108 after 47 

epochs. The U-Net variant using only ERA5 soil moisture (SWVL1–4) required 97 epochs to converge but plateaued at a higher error of 0.129, 

confirming the benefit of multimodal predictors. The U-Net + Sentinel-1 model, augmented with SAR-derived flood extent, reached 

tion MAE of 0.241 after 95 epochs and demonstrated improved temporal consistency. The U-Net + SWOT model, although trained on fe

samples, achieved 

a validation MAE 

of 1.11 within just 

26 epochs, high-

lighting the high 

spatial relevance 

of SWOT-derived 

surface water 

masks despite a 

limited temporal 

range.  

Among all archi-

tectures, when 

tested on the Sep-

tember 2023 

flood event in Thessaly, the baseline U-Net model 

achieved the best overall performance, converging after 

47 epochs with a validation MAE of 0.108 cm. The U-Net + 

Sentinel-1 model showed improved spatial detail and 

flood localization, reaching a validation MAE of 0.241 after 

95 epochs. The U-Net + SWOT model trained for only 26 

epochs, with a final MAE of 1.11 cm, reflecting both its fast 

convergence and the limited temporal coverage of SWOT 

data. The ERA5-only U-Net model performed moderately 

(MAE = 0.129), while SRCNN, despite full training, under-

performed (MAE ≈ 0.174), confirming the advantage of 

deeper architectures with skip connections.  

U-NET (Thessaly, Sept 2023)

SRCNN (Thessaly, Sept 2023) 

U-NET + S1 (Thessaly, Sept 2023)

U-NET + SWOT (Thessaly, Sept 2023)

U-NET [ERA5 only] (Thessaly, Sept 2023)

Figure 4:  GRACE true vs. Per—model predictions for September 2023 in the region of Thessaly

6. Conclusions 

This study demonstrates that deep learning architectures, 
particularly U-Net, can effectively downscale EWT using 
multi-source Earth observation data. Looking ahead, fu-
ture work could  explore spatiotemporal modeling using 
sequence-aware architectures, and the integration of aux-
iliary data such as digital elevation models to enhance 
physical realism. We also plan to expand training using a 
longer SWOT  time series and the future MAGIC mission  
data.  

 

 

 


