
Learning from Graphs with RGCNs 

Model MedAE ↓ R² ↑

RF 9.306 0.714

BART 9.582 0.744

R-GCN 11.419 0.693

Understanding socioeconomic patterns, such as population density, requires more than just
looking at individual locations — it demands awareness of their spatial context. Villages, towns,
and cities are influenced by their neighbours, and these relationships carry valuable information.
Graphs provide a powerful way to represent this spatial structure (see Figure 1), where
geographic areas become nodes, and connections between them (e.g., roads, proximity,
administrative ties) become edges.
Graph Neural Networks (GNNs) are designed to learn from this kind of structured data. They
pass information between connected nodes, allowing the model to make more informed
predictions — especially valuable when training data is sparse or incomplete. In this study, we
use GNNs to predict population density in Mozambique at the administrative 3 level. We use
Relational Graph Convolutional Networks (R-GCNs) [1], which extend standard GNNs by
allowing separate message-passing transformations for each edge type. 
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Figure 2 Nodes & node features creation. (1) Data for Mozambique is
downloaded using GeoFlo (automated data pipeline to download EO data for any
country). (2) Administrative areas are represented as nodes and the feature list is
created using extracted data from step (1) for each administrative boundary.

Figure 3 Edge creation. Edges can represent any type of spatial
relationship. Shown here are three types: neighbouring (shared
boundaries), railways, and roads.

Incorporating spatial context with Graph Neural Networks

Graph Creation -  Gathering Node Features and Creating Edges

The RGCN is trained using both labelled and unlabelled
nodes. Through message passing, information propagates
between connected nodes and is aggregated to produce
weights for each edge type. These weights help generate
useful node and edge embeddings. The embeddings are
passed through a linear layer to predict population density,
enabling loss calculation on labelled nodes. This process is
repeated over several epochs. Once trained, the RGCN
predicts population density for the test nodes.

Figure 4 Message passing operation for one edge type in R-GCN . Nodes
exchange features with neighbours to predict population density. Process repeated
for each edge type, each with a dedicated transformation (weights).

Results and Conclusions

Figure 6: R-GCN predictions
vs true population density
(log scale)

R-GCN offers greater flexibility:
More relationships (edge
types and edge weights).
Scales to finer spatial levels
(more nodes).

We compared our RGCN approach to two popular tree-based
models for population estimation [2]. 
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Table 1: Model performances.

[1] - Schlichtkrull et al., 2017, arXiv:1703.06103
Figure 5: Admin 3
areas used as nodes

Figure 1: Mozambique represented as a graph
object.

Supports more input features (e.g. foundation model EO
embeddings).
Adds node features (e.g. EO embeddings).
Adds dimensionality (e.g. spatio-temporal graph).
Switches from semi-supervised to unsupervised learning
for downstream node embeddings.
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