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CONCLUSION AND PERSPECTIVES

𝑝1 is the target distribution, 𝑝𝑡 denotes the noised 

distribution at an intermediate time 𝑡.

Sampling 𝑝𝑡 by solving an ODE:

𝑥𝑡 ∼ 𝑝𝑡 ⟺ ϵ ∼ 𝒩 0, 𝐼 , 𝑥𝑡 = ϵ +න
0

𝑡

𝑣τ 𝑑τ

Where the velocitiy 𝑣𝑡 is learned by minimizing

ℒ𝒞ℱℳ θ = 𝐸𝑡,x1,𝜖||𝑣𝑡,θ tx1 + (1 − t 𝜖) − (x1 − 𝜖)||2

Flow Matching Framework

We explore image generation with diffusion models in the context of remote sensing.

Our focus is on adapting and finetuning recent architectures (e.g., Stable Diffusion 3) for high-resolution satellite imagery, with tasks including unconditional generation, 

elevation map denoising, and image inpainting. We investigate training from scratch without text conditioning and introduce sampling improvements with consistency 

models and 2-rectified-flow to accelerate inference.

Stable Diffusion 3 extensive finetunings

Stable Diffusion 3 finetuning on DOTA: 60k 512x512 remote sensing images

captionned.

Using the Fréchet Dino_v2 Distance to assess the quality of models or sampling

strategies.

Context

Stage Hyperparameter/Technique Comment

Training

LoRA -- → Slower convergence

Gradient Clipping Standard value of 1 is stable
Dropping Captions +++ → Substantial improvement

EMA +/- → Don’t seem to improve a lot

LR Standard value of 1e-5 is enough stable
Model Size 2B transfomer as good as the 8B

Inference

Max Sequence Lenght Best value 256 – in line with SD3 pretraining
Number of inference steps 50-60 steps seem the best quality
Guidance Scale Strength of 7-8 seems the sweet spot

Scheduler Shift
No shift (value of 1) is best – in line with SD3

pretraining for 512x512 images

Generated samples

Removing text modality:

How ?
- Replacing joint-attention

by self-attention

- Removing text encoders, text MLPs

Training from scratch:

- 308M parameters, small dataset of Pléiades

Training from scratch / Removing Text modality

Why ?
- VRAM gain (drop half the trainable 

parameters of the transformer, text 

encoders)

- When using image conditioning, text 

conditioning not necessary

Stage 1
- Training steps: 72k

- Batch: 48x2x4 = 384

- Learning rate: 1e-4

Stage 2
- Training steps: 21k

- Batch: 48x8x3 = 1152

- Learning rate: 3e-5
Unconditional generated

samples

The small model trained from scratch 

performs as well as finetuned SD3

Training stage 1
- Finetuning on 49k LiDAR patches

- LiDAR normalized by patch, with channel repetition (for VAE)

Training stage 2
- Finetuning on 4k (LiDAR, Pléiade, DSM) triplets with MultiControlNet

- LiDAR and DSM normalized by patch, with channel repetition

Sampling
- Use DSM mean and variance to denormalize the generation and mean the 

channels

« Denoising » elevation map

Adaptation of consistency models to rectified flows

Consistency function: 𝑓θ: 𝑥𝑡 , 𝑡 ↦ 𝑥1 = 𝑥𝑡 + 𝑡׬
1
𝑣τ 𝑑τ→ « ODE jump » 

Consistency models use the reparametrization 𝑓θ 𝑥𝑡 , 𝑡 = 𝑐𝑠𝑘𝑖𝑝 𝑡 𝑥𝑡 + 𝑐𝑜𝑢𝑡 𝑡 𝐹θ 𝑥𝑡 , 𝑡

to ensure the boundary condition 𝑓(. , 1) = 𝑖𝑑

We used the parametrization 𝑓θ 𝑥𝑡 , 𝑡 = 𝑥𝑡 + (1 − 𝑡). 𝑣θ 𝑥𝑡 , 𝑡
- where 𝑣θ is initialized with SD3 finetuned and learned by minimizing

ℒ𝒞𝒟 θ = 𝐸𝑡,x𝑡,||𝑓θ 𝑥𝑡 , 𝑡 − 𝑓θ′ ෞ𝑥𝑡′ , 𝑡
′ ||2

We also adapted the sampling algo to rectified flows

Reflow ! 2-rectified-flow

- Creating 200k (𝜖𝑖 , 𝑥1
𝑖) pairs (noise → data) using a finetuned SD3

- Training on the synthetic data with

ℒ𝒞ℱℳ θ = 𝐸𝑡,( 𝜖i,x1i )
||𝑣𝑡,θ tx1

𝑖 + (1 − t 𝜖i) − (x1
𝑖 − 𝜖i)||2

The resulting Diffusion Model has straighter 

trajectories

Accelerating Sampling

Methodology
- No sampling-time optimization (RePaint, GradPaint,...) 

- Learned inverse problem solving

- We don’t mask unknown pixels but just replace them by black pixels

- Masks are random in size, ratio and position

We tried several conditioning architectures:
- ControlNet / MultiControlNet

- A single transformer with conditioning tokens concatenated

Inpaiting

Pléiade image DSM (low quality)

Input (conditioning)

Generated LiDAR (Ground Truth)

S2 Masked Pléiade Generated Ground Truth

Input (conditioning)

Best

Moderately Expensive

Expensive

Consistency Models seems cheaper 

and better.

Could be useful for specific usecases
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