
Laptop

Earth System Models and workflows are vital for Earth Observation and 
climate science, relying on platforms ranging from personal computers, 
to cloud, and supercomputers, for developments and production.
 
Challenges:
i. Create portable computing environments that are consistent, scalable 

and reproducible throughout a project to avoid chaotic disruptions;
ii. Support high-speed network communications by leveraging UCX 

(InfiniBand/RoCE2) and OFI (HPE/Cray Slingshot-11) on HPC;
iii. Facilitate updates and reduce maintenance burden.
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Our approach involves the following steps:

● defining software environments using exclusively pinned libraries and 
meta-packages from the Conda/Mamba ecosystem;

● building container images with everything the applications need to 
run efficiently;

● including a Message Passing Interface (MPI) for parallel tasks, and all 
the necessary system libraries for inter-node communications; 

● using container engines like Singularity (or Apptainer) and Docker, 
which work largely in isolation on the host and close to the kernel;

● interacting seamlessly with the Process Management Interface (PMI) 
to submit the job using a command like:

srun --mpi=pmix singularity exec image.sif

Method

Solution overview

Considering the huge amount of work required to set up, optimize, and 
maintain software environments to run Earth Observation workflows and 
climate models, Conda-based containers streamline the process:

✓ for federated high-performance computer and cloud platforms;
✓ close the gap between development and production;
✓ broaden access to state-of-the-art software and tools;
✓ optimize resource usage while minimizing re-work;
✓ pave the way to open science and reproducible research;
✓ leverage Conda open-source community for debugging and updates;
✓ facilitate collaborations and exchanges across platforms;
✓ let users focus on science instead of managing dependencies.

Why it matters?

Paper: “Unlocking the potential of containers in scientific computing to achieve bitwise reproducibility, portability and performance”. Communications 
in Computer and Information Science, Volume 2398. Springer Nature (https://doi.org/10.1007/978-3-031-86240-3_4).
Research Object: Unveiling the potential of containers in scientific computing (https://w3id.org/ro-id/18d3e6d6-e559-4e43-b464-55275bd14708). 

References

Benefits

Conda-based containers offer the very same environment on 
virtually any platform, regardless of host installed software.

Containers generally outperform their bare-metal equivalent, 
and the more nodes or communications involved the better.

Tapping into the community built and curated Conda catalogs,  
reduces the effort required for updates and maintenance.

Containers ensure bitwise reproducibility across hosts, when 
processor-specific compiler flags are disabled.

Supercomputer

Conclusion

Containers built using Conda packages deliver the best of both worlds: 
portable, high-performance software environments ensuring reproducible 
workflows across laptops, federated HPC and cloud platforms.

“Porting a model or 
workflow after minor 

changes on the 
supercomputer used to 

take weeks. Now it can be 
done in minutes."

Build once, re-use anywhere!
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