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Abstract
As machine learning models are deployed directly on satellites, they enable onboard inference to
reduce the need for transmitting large volumes of earth observation data to the ground. However, in
critical scenarios like disaster response, verifying the accuracy of these analytics is essential.
This work introduces a method to mathematically prove the correctness of satellite-generated
analytics using Zero Knowledge (zk) Proofs. The approach allows a satellite to prove that its output
is valid based on a private dataset, without revealing the data itself. The proof is verified on
a decentralised blockchain, such as Ethereum, ensuring trust in a collaborative satellite network
while preserving low-bandwidth communication. A disaster classification model for active wildfire
detection serves as the case study for this work.

General Concept

What is a Zero-Knowledge Proof (ZKP)
A Zero-Knowledge Proof (ZKP) is a way for one person (the "prover") to prove to another (the
"verifier") that they know something or have done something correctly without revealing what
that thing is. Imagine someone claims they’ve solved a complex puzzle, ZKPs let them prove they
really did, without showing the actual solution. In the context of machine learning, it means you can
run a model (like detecting a wildfire from satellite data), and then prove to others that the model was
run correctly and gave the right result, without revealing the input data, the inner workings of the
model, or the output itself. It’s like proving you followed the rules, without showing your homework.

Overall Architecture

Decentralised Analytics
1 Trust Without Central Authority

In both earth observation and ground-based disaster response, traditional systems require trust in
centralised operators (e.g., satellite owners, NGOs, or government bodies). This trust can be fragile or
politically compromised during emergencies. ZKPs allow any stakeholder to mathematically verify that
an analytic (e.g., ä wildfire is happening in region X") is true without revealing the raw underlying data
(e.g., satellite imagery or mobile photos). This removes the need to trust the data provider or model
operator, since anyone can verify the proof independently via the blockchain.

2 Privacy-Preserving Collaboration

Multiple organisations may need to collaborate during a disaster but are often reluctant to share
sensitive data. ZKPs allow for collaboration without revealing private data. For instance, a country can
prove a wildfire occurred using satellite imagery without sharing the full image.

3 Speed and Efficiency in Communication

Response times in disaster situations are critical. By using a smaller proof and analytic rather than the
raw data, less bandwidth requirements exist as well as less bureaucratic slow down in decision-making
to determine which data is allowed to be shared with the wider community. On-chain verification
and automated triggering of emergency protocols via smart contracts allow for real-time response.
Decisions can be made based on verified data without waiting for hierarchical approval processes.

4 End-to-End Transparency and Accountability

Stakeholders (governments, NGOs, citizens) often lack visibility into how data is analysed, inter-
preted, and acted upon. All data analytics and decisions are logged immutably on-chain, ensuring
full transparency. The chain of custody—from raw image to ML inference to protocol activation—is
cryptographically verifiable and auditable.

5 Scalability for Distributed Systems

Satellites and IoT/mobile sensors are inherently decentralised. Centralising their output for analytics
creates bottlenecks. Analytics are performed onboard satellites or devices, with only proofs and
minimal outputs sent to the blockchain. This reduces bandwidth needs and enables analytics to scale
horizontally across many devices.

How to build a Zero-Knowledge Proof
ZKP Generator Setup [1] (Run on a HPC)

1. Collect multispectral satellite images labelled as fire or no fire for building the classification
model.

2. Normalise satellite data across all spectral bands to standardise the input for training

3. Define model architecture adapted for the dataset. For ZKP this should try to be as small as
possible especially if executed onboard satellites

4. Train the model to differentiate fire vs no fire using cross-entropy loss and an Adam optimiser.

5. Measure accuracy of model and determine if accuracy is sufficient

6. Export the model to ONNX format

7. Generate circuit settings including visibility (private/public dataset/model) and batch size

8. Calibrate the quantisation scales to minimise accuracy loss when mapping the model to circuit
constraints

9. Compile the calibrated model into a ZK-compatible format for proving

10. Generate proving and verification keys that are required to produce and verify the ZKP proofs
specific to this model

Per image proof generation [1] (Run onboard satellites)

1. Produce a witness file which is a trace of the models output given the input

2. Create a zk-SNARK [3] proof asserting the models output was correctly computed

Results and Conclusion
This work demonstrates the practical application of Zero Knowledge Proofs (ZKPs) for verifying
onboard satellite machine learning inference using lightweight, quantised models. Using the MNIST
dataset and Earth observation imagery for wildfire classification, the study shows that models like
LeNet can be adapted into zk-circuits with acceptable accuracy trade-offs. Proofs were generated
onboard and successfully verified both off-chain and on the Ethereum blockchain, confirming inference
validity without exposing raw data. This approach reduces downlink requirements while ensuring trust
and privacy, laying the groundwork for secure, decentralised satellite ML. Future directions include
scaling to larger models [4] and building a marketplace for ZKP-enabled inference tools.

The code for this project can be found at: https://github.com/social-activation [5]
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