
Everything is a sequence of tokens. There are 3 types of token, each of which use a distinct 
domain in the channel dimension:
1. Continuous tokens: EO data like Sentinel 1 and 2 as continuous values.
2. Symbolic tokens: discrete one-hot encoded mini-vocabulary to enable model prompting.
3. Class tokens: discrete one-hot encoded class data such as crop type.

These tokens are concatenated into sequences representing EO tasks (figure 1).

To maintain a lightweight model, suitable for testing the core ideas and 
practical use we:
1. Do not include spatial operations. The model inputs are multi-spectral 
pixel time-series.
2. Do not include full language as a modality, instead using symbolic task 
and class tokens.

Further, though the framework is capable of continuous token 
reconstruction (relevant for various downstream and MAE type SSL tasks) 
via regression loss applied to such tokens, the authors have not yet deeply 
explored this capability and it is not presented here.

Training is with teacher forcing and causal masking (i.e. next token 
prediction) (figure 2).

Figure 1: The structure of token sequences as 
expressions of EO tasks.

Figure 2: Architecture and training 
(teacher forcing) overview
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Token loss weights:    0*       0*                  0*       0         0*       0*                  0*       0          1         0

* weights set to 0 in presented work but can be set to non-zero values for regression loss for 
continuous token prediction (to be explored)

+ learned positional embedding

GPT-2 [1] style transformer decoder (inspired by EarthPT [2])

2. Modelling Framework
Token Sequences

Design Choices
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Model # params (k) OA mIoU MA

Fully spatial
U-TAE [4] 1,087 83.2 63.1 73.6

TSViT [5] 1,700 83.4 65.4 -

Pixel-level

MLP + LTAE [6, 7] 320 80.6 - 65.9

DTI-TS: NCC (best) [6] 423 73.7 - 59.1

Ours (Optical) 465 80.8* 58.8* 68.97*

Ours (Optical + SAR) 465 81.3* 59.9* 69.91*

3. PASTIS-R & Basic Results
The widely used PANGAEA [3] benchmark includes the PASTIS-R [4] multi-modal and multi-temporal crop classification 
dataset. This dataset is used for all the experiments in this work. PASTIS-R includes Sentinel 1 + Sentinel 2 dense time 
series to predict pixel level crop class based on agricultural subsidy data in 4 regions of France (figure 8).

Table 1: Key results of our work compared to fully-spatial 
and pixel level models on the PASTIS-R dataset
* due to time and compute limitations these results are 
from training and evaluation on a single fold combination 
from PASTIS-R, not the full 5-way cross validation. The 
chosen fold combination is the single one used in 
PANGAEA (see below) (train on folds 1, 2, 3; validate on 
4; test on 5)

Figure 4: True normalised confusion matrix for 
Sentinel 2 (optical) only crop classification.

Figure 5: Relative true normalised confusion matrix showing 
change in classification performance with Sentinel 1 + 
Sentinel 2 (optical + SAR) vs Sentinel 2 alone. Green on 
diagonal = improvements.

Figure 3: Example inference results for Sentinel 2 
only crop class predictions (right) compared to ground 
truth (left) from the hold-out dataset fold.

These results (table 1, figures 3, 4 and 5) validate that the core concept in this work (everything's a token sequence) can 
be successfully applied to standard EO supervised classification problems.
The optical-only model performance slightly exceeds the equivalent MLP+L-TAE baseline though as expected lags behind 
fully spatial models like U-TAE.
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Model mIoU

CROMA 32.32

DOFA 30.02

GFM-Swin 21.24

Prithvi 1.0 100M 33.93

RemoteCLIP 18.24

SatlasNet 17.51

Scale-MAE 24.55

SpectralGPT 35.44

S.-S12-MoCo 34.49

S.-S12-DINO 36.18

S.-S12-MAE 32.03

S.-S12-Data2Vec 34.32

TerraMindv1-L [8] 43.13

U-net baseline 31.60

ViT baseline 38.53

Our work SAR
(Sentinel 1) only 49.53

Our work Optical
(Sentinel 2) only 58.79

Our work
Optical + SAR 59.91

Our work Optical +
SAR + spatial metadata 60.91

4. PANGAEA EO Foundation
Model Benchmark

PASTIS-R is included in PANGAEA bench which has become a
standard benchmark set for comparing EO foundation models. 
Most of these foundation models do not support multi-temporal 
data, and those which do only support a few, far fewer than the 
up to 72 Sentinel 2 observations in PASTIS-R. Therefore they 
are applied to multi-temporal data by running the foundation 
model as a spatial encoder, then using L-TAE as a temporal 
encoder to aggregate the temporal features.

The results shown in table 2 and figure 6 strongly show that 
explicit dense multi-temporal modelling is strongly beneficial for 
crop classification as in the PASTIS-R dataset. Even our pixel 
time-series only models (no spatial context) significantly 
outperform EO foundation models with added temporal 
encoders. That fully supervised spatio-temporal SotA and our 
own pixel-based models outperform EO FMs even with added 
temporal encoders strongly suggests that non-temporal pre-
training of these foundation models is not preserving 
necessary signals for temporal modelling.

Table 2: mIoU of EO FMs 
and our results on PASTIS-R. 
See references in [3, 8]

Figure 6: visual comparison of mIoU performance on PASTIS-R 
between EO FMs, this work and the spatio-temporal SotA. See 
references [3, 4, 5, 8]

Better Time Handling:
 Dense, irregular time-series? Easy.

Simple to Use:
 No specialised heads or 
adaptations required.

Scalable Pre-training:
 Flexible pre-training tasks easily added.

General-Purpose Multitasking:
 One model, endless tasks.

Multimodal Flexibility:
 Sensor fusion without headaches.

All modalities, metadata,
tasks, and outputs

All tasks framed as input 
sequence → output sequence

No specialised modules, heads 
or extra model complexity

Foundation for Frontier AI:
 Preparing EO data pre-training for 
multimodal frontier models.

Contextual Simplicity:
 Adding metadata? Just 
another token.

Direct NLP Compatibility:
 Directly align with NLP models.

Fully Promptable & Zero-adaptation:
 Tasks performed by simple symbolic 
prompting.

Truly Data-Centric:
 Complexity lives in data, 
not in the model.

Everything’s a token sequence

All tasks are seq2seq

Just a Transformer Decoder

8. Conclusions

1. Towards a True (time-only) Foundation Model
- Increase geographic scale and diversity of EO data
- Additional EO/input modalities (e.g. Landsat, MODIS, climate data)
- Deeper exploration/use of SSL
- Diverse supervised tasks/benchmarks

2. Adding Text/Language as a Modality
- Expand vocabulary/io dimensionality (symbolic → full language) 
- Increase model capacity (e.g. n decoder blocks/layer sizes)
- Develop suitable multi-temporal instruction dataset

3. Full LLM/causal language modelling integration
- Discretise EO data representation (e.g. VQ-VAE)

4. Incorporating Spatial Context
- Pixel-level context via image patch tokens + spatial positional encoding
- Alternative: add general context via adding chip embeddings from spatial EO 
Foundation models

1. Token-sequence based EO task modelling fundamentally works
- Competitive vs equivalent multi-temporal models on PASTIS-R benchmark.
- Successfully represents EO tasks with continuous, symbolic and discrete class tokens.
- Shifts EO modelling into a data-centric paradigm.

2. Token-sequence based modelling is richly flexible and general-purpose
- Easily integrates diverse EO tasks, contextual metadata, and multiple modalities without 
architectural changes.
- Enables robust multi-task and self-supervised learning, enabling powerful new approaches 
to challenges such as domain adaptation.

3. Symbolic promptability simplifies utility
- Direct task prompting without fine-tuning or specialised heads.
- Add new tasks simply by constructing new token sequences and retraining.

4. Dense pixel-level temporal modelling improves performance
- Pixel-level modelling outperforms spatial foundation models on time-dependent tasks.
- Robustly and natively handles noisy, irregular and unaligned multi-modal EO time series 
data.

5. Generative capabilities unlock broader EO applications
- Though not explored here, fundamentally supports prediction of continuous tokens and 
therefore forecasting, imputation, reconstruction tasks.
- Supports advanced multi-modal reasoning strategies (e.g. "Thinking in Modalities" [8])

Sequence to Sequence Is All You Need:
Flexible Generative Pre-Training for Satellite Image Time Series 

Samuel J Barrett, LGND*
Docko Sow, Tolbi*

* This work is an independent research project not associated with
or funded by the authors' professional affiliations

9. Future Work

6. Multitasking

Task List

In our framework we can add tasks (combinations of inputs and 
outputs) simply by constructing various token sequences. Here 
we test the ability of the model to, without any adaptation 
besides symbolic token prompting, learn and perform 29 
different tasks constructed from the PASTIS dataset.

Here we include a kind of discriminative self supervised task. 
For a given sample and 1st modality, possibly select a 2nd 
modality from a different pixel. Then add a match/mismatch 
token representing if the inputs are from the same pixel or not. 
This can be done with the EO data (Sentinel 2 and 1) but also 
with class data (e.g. here's Sentinel 2 data and a crop: does the 
crop match the S2 data?).

The model learned to perform all the above tasks with skill, though performance on 
crop classification tasks dropped compared to the previously presented results. Initial 
experimentation suggests this wasn't a model capacity issue (+ model params didn't 
help) but likely a training dynamics issue: re-training with crop classification task 
weighting increased improved performance somewhat and sped up convergence.

S2 → Crop
S1 → Crop
S2 + S1 → Crop
S2 + Tile → Crop
S2 + latlon + Tile → Crop
S2 + latlon → Crop
S1 + Tile → Crop
S1 + latlon + Tile → Crop
S1 + latlon → Crop
S2 + S1 + Tile → Crop
S2 + S1 + latlon + Tile → Crop
S2 + S1 + latlon → Crop
S2 → Tile
S1 → Tile
S2 + S1 → Tile

S2 ⟷ S1 discriminative
S1 ⟷ crop discriminative
S2 ⟷ crop discriminative
S2 + S1 ⟷ crop discriminative
S1 ⟷ tile discriminative
S2 ⟷ tile discriminative
S2 + S1 ⟷ tile discriminative
Crop → Tile
S2 + Crop → Tile
S1 + Crop → Tile
S2 + S1 + Crop → Tile
S1 + latlon → Tile
S2 + latlon → Tile
S2 + S1 + latlon → Tile

Discriminative
task sequences

Self-supervised 
discriminative

tasks

7. Multi-task Application: Mixed Supervised &
Self-Supervised Geographic Domain Transfer

Our framework makes it trivial to combine supervised and self-supervised tasks. Geographic domain 
transfer is a common problem in EO tasks, especially for crop type classification where regional 
differences in climate, weather, agricultural management, soil type etc. cause crops to be expressed 
differently in the EO data in different regions leading to model fragility when trained in one region but 
evaluated in another region.

Many existing approaches use self-supervised learning in a target domain to learn general 
representations followed by supervised fine-tuning or linear probing with a small labelled dataset. To 
test the flexibility of our approach we imagine the most difficult situation: having no target domain 
labels to train with at all.

PASTIS-R contains EO data and crop labels from 4 regions (Sentinel tiles) of France. We experiment 
with training using labels from 3 source regions and the EO data from all 4, while evaluating crop 
classification performance on the 4th region.

We perform a single training run including the following token sequence expressed tasks:
1. Source tiles: All multi-modal (optical +- SAR +- geographic metadata) supervised crop classification 
tasks
2. All tiles: Self-supervised S2⟷S1 discriminative task
3. All tiles: Meta-data supervised EO data → tile ID

Simply naively adding a single self-supervised discriminative 
task added ca. 10 points to mIoU in the target domain (figure 
8) without any target labels at all. This is still significantly 
below the source domain performance of ca. 60 mIoU, but 
shows the value of this domain adaptation approach, and 
the flexible framework which allows it. Future work could 
explore additional multiple simultaneous SSL tasks 
combined with small amounts of target domain labels.

32ULU mIoU:
- No SSL: 30.8
- With SSL: 40.1

Figure 8: Geographic transfer experiment 
setup and results. Model trained with crop 
labels on blue tiles, evaluated on red tile.

Metadata
task

sequences

5. Adding Metadata
Given differences in geographic distributions between different crops, 
adding geographic metadata should give the model additional valuable 
information for distinguishing crops which appear similar in the EO data 
alone.

In our framework, this is as simple as adding additional tokens:
- continuous for latitude and longitude
- discrete for tile ID
- symbolic to prompt the model to the inclusion of the other tokens

The performance improvements (figure 7 and table 2) are modest but 
closely follow expectations: difficult to distinguish crops which have 
differences in regional distribution, especially small grains (wheat, barley 
triticale) are improved.
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Figure 7: Relative true normalised confusion matrix showing change in 
classification performance with Sentinel 1 + Sentinel 2 + lat-lon + Sentinel 
tile ID vs Sentinel 1+2 alone. Green on diagonal = improvements.


