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Objectives

Sentinel-2 optical image Sentinel-1 SAR image

APPROACH

• Leveraging multiple, harmonized satellite 

sources becomes crucial for the earliest 

possible flood insights

SOLUTION

• Utilizing flexible AI models to effectively 

process diverse remote sensing data

CHALLENGE

• The rising number of flood events 

demand rapid, accurate delineation for effective 

emergency response.

Source: statista.com/statistics/1339730/number-of-flood-disasters-worldwide



Objectives

KEY RESEARCH QUESTIONS

 Multi-Modal Data Fusion: Does integrating multi-modal inputs (e.g., Sentinel-1 SAR + Sentinel-2 Optical) 

improve the accuracy of flood delineation compared using a single-modality?

 Model Architecture & Performance: How do Foundation Models compare against models trained from-

 scratch (task-specific) for waterbody delineation accuracy?

 Foundation Model Utilization: What is the performance impact of fine-tuning pre-trained Foundation 

Models? Can they be used as fixed feature extractors?

CORE CHALLENGES

 Dataset Curation & Harmonization: Assembling and harmonizing a large-scale and multi-source 

flood dataset suitable for training robust flood delineation models.

 Model Training & Comparison: Training models (especially Foundation Models) to effectively process 

heterogeneous satellite data and generalize across varied flood scenarios.



1 Collect available Flood dataset

2

3

4

Retrieve missing modalities

Calculate cloud mask

Apply constraints

• KuroSiwo

• 43 flood events from 2015 to 2022

• Multi-temporal, Single-source: S1-GRD

• 67,490 samples (224x224)

• WorldFloods

• 144 flood events from 2016 to 2023

• Single-image single-source: S2-L1C

• 509 samples (different sizes)

• Sen1Floods11 (hand-labeled)

• 11 flood events from 2016 to 2019

• Single-image Multi-source: S1-GRD, S2-L1C

Dataset

KuroSiwo

WorldFloods

Sen1Floods11

Sentinel-1 GRD Sentinel-2 L2A

MISSING

MISSING

Mask

Sentinel-1 RTC Sentinel-2 L1C Mask

Sentinel-1 GRD Sentinel-2 L1C Mask



Retrieve missing modalities

1

3

4

• Retrieve Sentinel-1 RTC and Sentinel-2 

L2A modalities where missing

• Organize KuroSiwo as a single-image 

dataset

• Split WorldFloods images in tiles of size 

224x224

Calculate cloud mask

Apply constraints

2

Collect available Flood dataset

KuroSiwo

WorldFloods

Sen1Floods11

Sentinel-1 GRD Sentinel-2 L2A

MISSING

Sentinel-1 RTC Sentinel-2 L1C

Sentinel-1 GRD Sentinel-2 L1C

Sentinel-1 RTC (Copernicus DEM)

Sentinel-1 RTC Sentinel-2 L2A

Dataset

Sentinel-2 L2A



Calculate cloud mask
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2

3

4

• Calculate cloud mask for every Sentinel-2 

image retrieved

• Merge the cloud mask and the waterbody mask. 

Cloudy pixels are not used in training

• Cloud cover model from EarthNet Minicuber

Apply constraints

Retrieve missing modalities

Collect available Flood dataset

WorldFloods

Sen1Floods11

Sentinel-2 L2A

Sentinel-2 L1C

Sentinel-2 L2A

KuroSiwo

Dataset
Cloud Mask Composed Mask

Cloud Mask Composed Mask

Cloud Mask Composed Mask



Apply constraints

1

2

3

4
• Selected only tiles with a cloud 

cover lower than 20%

• Selected only tiles where both

modalities are present and are not

more distant than 7 days

• Selected only tiles where atleast

0.1% of pixels are «water»

Retrieve missing modalities

Collect available Flood dataset

Calculate cloud mask

Dataset No. images before filters No. images after filters

KuroSiwo 49938 7422

WorldFloods 175514 29080

Sen1Floods11 395 261

20%

79%

1%

NUMBER OF IMAGES PER DATASET

KuroSiwo WorldFloods Sen1Floods11
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Methodology

• A set of backbones were trained/evaluated (ResNet, Swin, ViT, ConvNext, ...)

• These included models trained "from scratch" and pre-trained "foundation models"

MODELS

FOUNDATION MODELS

DOFA (2024)

TERRAMIND (2025)

• Pre-trained ResNet50, ResNet152 and Swin on 7 downstream tasks
• Trained on Sentinel-2 (9 bands) and Sentinel-1

SSL4EO (2022)

PRITHVI-v2 (2024)

• Employs wavelengths as a unifying parameter across various EO 
modalities

• Shared vision Transformer as backbone
• Pre-trained based on a combination of optical, SAR and Aerial images 

using masked image modeling

• Trained on 6 bands of Harmonized Landsat-Sentinel 2 using a 
masked autoencoder

• Uses ViT as a backbone

• Trained ResNet50, ResNet18 and ViT using different unsupervised 
techniques on the SSL4EO dataset

• Trained on Sentinel-2 RGB and Sentinel-1 GRD

• Pretrained on 9 million samples that have been aligned 
spatiotemporally and across Optical and SAR modalities

• Uses unimodal tokenizer models to embed the modalities
• Uses ViT as a backbone

SATLAS (2023)

«Fixed» input «Flexible» input



Methodology

• To ensure a fair comparison of backbone choice, input modality, and training scheme, the following training 

parameters were kept fixed across all experiments:

Batch Size Optimizer LR (Decoder) LR (Encoder) Loss Function LR Schedule Epochs

32 AdamW 0.0005 0.00005 Cross-Entropy Loss Cosine Annealing 50

Frozen Backbone Fine-tuned Backbone

• For backbones with available pre-trained weights, 2 training schemes were employed:

• All backbones were trained and evaluated using 3 distinct input configurations:

TRAINING

Only 

Sentinel-1

Only 

Sentinel-2
Both 

modalities



Results

Test sets WorldFloods KuroSiwo Sen1Floods11
Metrics F1-Score IoU

(Other)
IoU

(Water)
F1-Score IoU

(Other)
IoU

(Water)
F1-Score IoU

(Other)
IoU

(Water)

Sentinel-1 0.890 0.861 0.654 0.952 0.946 0.692 0.947 0.943 0.616

Sentinel-2 0.931 0.908 0.781 0.940 0.933 0.625 0.954 0.951 0.611

Sentinel-1 + Sentinel-2 0.928 0.905 0.768 0.958 0.953 0.721 0.956 0.953 0.631

Does integrating multi-modal inputs (e.g., Sentinel-1 SAR + Sentinel-2 Optical) improve the accuracy of flood 

delineation compared using a single-modality?

On average, improved performances on KuroSiwo and Sen1Floods11, especially on the water class

Performances on Kurosiwo and WorldFloods appear influenced by their respective labeling methodologies. 

WorldFloods, labeled using Sentinel-2 (Optical) imagery, shows better results with Sentinel-2 input, while Kurosiwo, 

labeled with Sentinel-1 (SAR) data, performs better with Sentinel-1 input



Results

How do Foundation Models compare against models trained from scratch (task-specific) for waterbody 

delineation accuracy and robustness?

0,771
0,774

0,78

0,792
0,795

0,801 0,802Intersection over Union score on Test set 
(Sentinel-1 + Sentinel-2)

Foundation models perform slightly 

better than “from scratch” models

Foundation models

From-scratch models



Results

DOFA Prithvi SatLas SSL4EO Terramind

0.72

0.76

0.80

+0.6%

+0.4%

+3.2%

+0.5%

+0.4%

Average performances of Foundation models on Sen1Floods11 test set using
only Sentinel-2 images

What is the performance impact of fine-tuning pre-trained Foundation Models versus using them as fixed feature 

extractors for this task?

Fine-tuning gives a slight improvement to 

performances, but using Foundation models as 

frozen feature extractor is a feasible strategy

While Pritvhi demonstrates the best performance, its 
flexibility is limited because it only accepts 6 Sentinel-
2 bands for input, unlike the more adaptable 
Terramind and DOFA



Qualitative results

LABEL PRITVHIv2 TERRAMINDDOFASENTINEL-1SENTINEL-2



Qualitative results

LABEL PRITVHIv2 TERRAMINDDOFASENTINEL-1SENTINEL-2

Uses only Sentinel-2! Uses Sentinel-2 & Sentinel-1



Conclusions and Future directions

We proposed a multi-modal approach to waterbody delineation, levering multiple 

datasets and recent models

+   Foundation models are a valuable resource, especially if there is not enough data to

.....train a large model

+   Multi-modality can improve results and flexibility when needing a fast response to 

.....disasters

• Datasets can be improved by adding spatial diversity and additional modalities

• Labelling process of different datasets could be harmonized to avoid biases



Thank you for your attention.

Any Questions?

This work is being carried out in the context of the Horizon EU project OVERWATCH (GA n.101082320) and Horizon EU project UNICORN (GA. 101180172), and 
SPACE IT UP, funded by the Italian Space Agency (ASI) and the Ministry of University and Research (MUR) - Contract No. 2024-5-E.0 - CUP No. I53D24000060005
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